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Abstract
The Joint Precision Strike Demonstration (JPSD) program required a simulation system with a large number of DIS entities to achieve its goal of a realistic virtual battlefield in which to exercise live command and control systems.  To meet this requirement, JPSD designed and implemented a simulation support infrastructure that performs interest-managed delivery of DIS PDUs, allowing an unprecedented number of entities to exist simultaneously on the virtual battlefield.  The JPSD architecture was based on the studies that led to the DoD High Level Architecture.  The JPSD system was designed around the concept of interest management, wherein a simulation can actively express interest in the DIS PDUs that it wants, including by PDU content as well as by PDU type.  Each simulation is connected to a Run Time Gateway (RGW) that acts as a filter of outgoing and incoming PDUs.  An RGW expresses interest on behalf of its simulations to other RGWs.  RGWs forward only those PDUs (either out towards the other RGWs or in towards its simulations) that conform to one of its currently active interest expressions.  Interest expression evaluation is performed using a predicate evaluation framework that allows dynamic, application-specific predicates to be executed at compiled-code speeds.  The data delivery layer optimizes communication based on destination(s) and, hence, is independent of the predicate lexicon.  IP multicast over ATM-to-the-desktop was used for all communications.  This paper provides an overview of the JPSD system architecture, the design of the Run Time Gateways, and performance results obtained in a recent demonstration.  The JPSD exercise sustained 8,300 DIS entities over 15 minute periods, and over 5,500 DIS entities for over 3-5 hours.

Introduction

The Army’s Joint Precision Strike Demonstration (JPSD) Program is focused on increasing the effectiveness of the military’s intelligence and precision strike planning capability when dealing with time-critical targets.  The JPSD system consists of a real Tactical Operations Center (TOC), staffed with actual warfighters performing their missions just as they would in a real operation, and a simulated battlefield, to give a realistic environment in which the TOC can perform its function.

In JPSD, simulated sensor assets seek out potential targets on the synthetic battlefield.  The sensors deliver their reports to the Analysis and Coordination Element (ACE) of the TOC just as real sensors would.  The ACE decides which sensor reports are the most likely to represent actual threats and forwards this information to the Deep Operations Coordination Center (DOCC).  The warfighters in the DOCC are responsible for deciding which U.S. strike assets will be used to target the identified threats.  Electronic orders are given, just as in a real operation.  These orders are intercepted by the simulation software and routed to the simulated strike assets.  These simulated weapons systems then act against the simulated targets either successfully or not.  The simulated sensors can then study the target area and provide information for a Battle Damage Assessment (BDA) to the ACE.  

JPSD requirements to stress the entire sensor-to-shooter-to-sensor system led to a requirement to provide a very rich synthetic battlefield.  Numerous threat system types, munition entities, aggregate forces, and a large amount of “clutter” entities were modeled.  On the US side, a number of different sensor platforms, weapons systems and munitions, support vehicles, and aggregate units were modeled.  JPSD also incorporated live vehicles that operated on tactical ranges.  The JPSD system included:

•
Manned helicopter simulators,

•
Manned fixed-wing aircraft simulators,

•
Entity-level simulations, including ModSAF, SimCore, TAFSM, and ATCOM,

•
Engineering-level simulations,

•
Aggregate-level simulation (Eagle).

The desired total number of simulated battlefield entities operating simultaneously (over 10,000) was many more than had been previously achieved in a DIS environment.  Because DIS was designed to support no more than 1000 entities simultaneously, a new data-delivery architecture was required to scale the JPSD exercise to the desired size. However, since all of the simulations needed for JPSD were compliant with DIS, the new architecture was designed to minimize the changes to the DIS simulations.

The main constraint in any DIS simulation system is the limited number of times per second a computer can service network interrupts and still be able to simulate its entities.  Thus limited bandwidth as such is not the problem.  The solution to this problem was to segment the inter-simulation traffic based on the concept of interest management.  Each simulation (or an agent thereof) expressed interest in only that information it needed to do its job.  A distributed data-delivery system composed of Run Time Gateways (RGWs) saw to it that each simulation received information based on its interests.

The inspiration for using Interest Management and a Run Time Infrastructure (RTI) composed of the RGWs was a study done by the authors for ARPA that helped lead to the current DoD High Level Architecture (HLA) for Modeling and Simulation.  The JPSD system was seen as a proof of concept of the HLA RTI concept, although it did not use the HLA RTI interface specification since that did not exist at the time.  It is expected that the JPSD system will migrate toward the HLA in the near future.

JPSD System Architecture
The (notional) JPSD simulation architecture is shown in Figure 1.  Each Run Time Gateway (RGW) host supported a number of client simulations.  An agent resident on an RGW expressed interest on behalf of its client simulations, based on a priori knowledge of the characteristics of the clients and their current state. RGWs sent those interest expressions to all other gateways.  When a PDU was produced by a client simulation, it was read by its RGW, and the RGW decided whether the PDU met any of the criteria in any of the interest expressions that were sent to it.  If the PDU was interesting to other, non-local, simulations, the RGW sent the PDU on to the RGWs who expressed interest in that PDU.  These RGWs then delivered the PDUs to their client simulations.  
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Figure 1: JPSD Simulation Architecture

If only clients of the same gateway were interested in a given PDU, it did not leave the local gateway, and thus other gateways (and simulations) were not burdened with unwanted data.  The key to this scheme is the appropriate grouping of simulations sharing an RGW to ensure that mutually interested simulations were grouped together.  That is, if all data from all clients was required at all gateways, the exercise would not be scalable, and thus the performance would be no better than DIS on its own.  A computer program called TrafficSim was written to help determine the optimal arrangement of simulations and RGWs based on the scenario and the known interests of the simulations’ entities.  In the final JPSD configuration there were seven RGWs serving over twenty-five different simulations in six clusters, along with one cluster of tactical systems.

The connection between grouped client simulations and their associated RGW was through a singled shared IP multicast channel, creating a ‘virtual LAN.’  The RGWs communicated among themselves via a number of IP multicast channels (one for interests and a number for data).  Thus simulations needed a single minor alteration to play in the JPSD exercise: they had to receive and transmit on a multicast channel rather than by using broadcast.  Since the JPSD network was an all IP-over-ATM-to-the-desktop network, there was no problem caused by data on one multicast channel colliding with data on another, or being read by a computer not subscribed to that channel.

Run-TIME GATEWAY DESIGN
Figure 2 shows the basic functionality of the JPSD Run Time Gateway.  The system was designed to be simple, with very little software written to implement the design. The RGW was written in C++ and compiled under the Sun Solaris 2.4 operating system.  A multithreaded approach was taken for the basic software design, with operations on each new PDU receiving their own thread.  The RGW ran on a four-processor Sun workstation. The multithreaded approach allowed the most efficient utilization of all four processors.
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Figure 2: JPSD Run Time Gateway Design

There are two basic data-flows in an RGW: interest expressions and DIS PDUs.  For Interest Expressions, the interest generator (1) sends an interest to the Interest Manager (2).  The Interest Manager updates the local Import Filter Test Set (3) and communicates the interest over the network to other RGWs. The interest expression arrives at an RGW where it is read by the Network Interest Reader (4) and an entry is made in the Export Filter Test Set (5).

DIS PDUs arrive from client simulations and are used to update the Ground Truth Database (GTD) (6).  These changes are processed by the Export Filter (5), to determine the set of destination RGWs by applying relevant interest expressions.  The Data Transmitter (7) takes the PDU and the list of destinations and optimizes the delivery of the PDU via the network (8).  The simulation data arrives at a destination RGW where it is read by the Data Receiver, (9), stored in the GTD (6), and filtered by the Import Filter (3), against the locally expressed interests.  The PDU is then sent out to this RGW’s client simulations (10).

The need for an import filter in a source-based filtering scheme is not immediately obvious.  However, the data delivery mechanism of the RGW was sloppy, whereby simulation data could reach a destination that did not explicitly express interest in it, because the RGW selected an existing multicast group which (potentially) contained hosts not in the calculated list of destinations. Thus an import filter was necessary to further minimize network traffic.

Interest Expression
Interest Expression (IE) is the mechanism to request PDUs that meet certain criteria.  An IE would contain one or more terms (predicates), each of which tested a field value of a PDU to determine if it was “interesting.”  Field values could be tested for equality or for being in a range of values.  Further types of predicates could be incorporated into the Interest Expression framework, but these two predicate types were deemed sufficient to meet the JPSD requirements.  Terms could be combined using “or” into clauses.  Clauses could be combined using “and” to make a complete interest expression.  Interest Expressions were thus required to be in Conjunctive Normal Form (CNF).  CNF is useful because the evaluation of IEs can then be optimized based on a set of rules for whether a given term is more likely to be true or false.

Interest Management requires some administration functionality.  Individual IEs include a header that consists of a network-unique identifier for the IE, a start-time, a stop-time, and the PDU type that this IE refers to.  The identifier is used to explicitly cancel or modify the IE.  The stop-time provides automatic cancellation.  The start-time allows a simulation to anticipate data needs, for example, when a sensor will be turned on.  By posting the IE with a small leading start-time, the data delivery mechanisms can be initialized and stabilized prior to the need for PDU delivery.

IE evaluation needs to be efficient, yet application-specific.  In other words, the lexicon of predicate terms needs to be appropriate for a given type of simulation, while also allowing for quick evaluation.  JPSD utilizes a Predicate Evaluation Framework that allows the application developer to attach predicate evaluation classes to a generic evaluation engine.  Hence, the predicate lexicon is application-specific, and evaluation occurs using compiled code.  The JPSD predicate lexicon is a subset of the DIS PDU fields combined with a number of “derived” fields designed to aid in minimizing data transmissions.  The DIS PDU fields allowed were:

• Exercise ID

• Force ID

• Entity Type: Kind

• Entity Type: Domain

• Munition Type: Domain

• Detonation Result

• Event ID

• Signal Type

• Radio ID

The derived fields were:

• Location Grid

• Time Grid

• Altitude

• Speed

• Delta Location Grid

• Delta Time Grid

• Appearance Change Flag

• Articulation Change Flag

Derived fields were calculated by the RGW on receipt of each new PDU.  Of course, not all of these terms are relevant to all PDU types.  Only those terms which corresponded to a particular PDU were allowed for that PDU.  Each IE was specific to a particular type of PDU.  So, for example, to request all Entity State, Fire and Detonation PDUs in a certain geographic region, one would need to issue three IEs, one for each of the three PDU types.  Restricting IEs to a single PDU type allowed efficient hashing of IEs, so that only relevant IEs are evaluated against each incoming PDU.

The derived fields for each PDU were designed to make sensible interest expressions easier to execute.  For instance, the DIS Entity State PDU (ESPDU) does not have altitude or speed fields, yet these attributes are crucial for specifying what certain entities are interested in (radars or JSTARS, respectively).  Similarly, the DIS geocentric location vector is meaningless for use as a filter criterion.  Generally, entities are interested in other entities within a certain distance of themselves.  Evaluating this type of interest based on each entity’s current position would not be possible because each interested entity is potentially moving just as the interesting entities are.  Thus evaluation against a fixed background or grid is necessary to minimize the amount of computing power used for IE evaluation.  A Hierarchical Grid System (HGS) was used to deal with the problem caused by wide-area viewer (WAV) entities.

Each DIS location value was transformed into latitude, longitude, and altitude, and subsequently the latitude and longitude values were transformed into fixed 32-bit unsigned integers that spanned the entire Earth.  These integers represented a roughly one centimeter grid.  By ignoring the least significant bit, a grid of roughly two centimeters can be defined.  By ignoring any number of least significant bits, a grid of any size can be defined, each grid related in size to the previous one by a factor of two.  The HGS scheme, therefore, can cover the Earth in 32 different size grids using only a single calculation.  While HGS may seem to be more complicated than necessary, since one could evaluate a particular location against a range in latitude and longitude directly, for example; its real power becomes clear when dealing with wide-area viewers.  A wide area viewer can express interest in ESPDUs from entities whose location grid changes by a certain precision (Delta Location Grid in the above list).  That is, a Plan View Display (PVD) can ask for only those ESPDUs that are emitted from entities that cause the entities’ location grid to change in a certain “decimal place.”  This allows WAVs to specify any precision they want (within a factor of two) for they data that is delivered to them.  When the WAV is zoomed out, they use a precision in their IE that correspond to a few pixels on the display (say a couple of kilometers).  When they are zoomed in, they increase the precision of the data they want, but decrease the area of the battlefield they are interested in.  For a reasonably uniformly distributed battle (such as the one in the JPSD scenario), this method allows the WAVs to be subject to a fairly constant PDU rate.

HGS and its associated Delta Grid Interest Expressions can be used on any real, bounded variable.  The variable need not be linearly mapped into the 32-bit unsigned integer, either (although it was in the JPSD system for simplicity and speed), any monotonic mapping is sufficient.  The Deltas were calculated on the receipt of an ESPDU by comparing the new PDU’s location grid with that entity’s previous ESPDU location grid.  It is for this reason that the RGWs needed to retain Entity State information inside the GTD.  For JPSD we used this technique for time, as well, so that certain simulations could ask for ESPDUs from each entity only every minute.  The Delta concept was extended to both Appearance and Articulation so simulations could ensure that they received PDUs whenever these values changed.

JPSD Results

Unfortunately, exact results from the highly dynamic JPSD exercise are not yet available.  The numbers given below are considered estimates, but their uncertainties are expected to be not more than 20%.

The JPSD exercise consisted of a baseline level of about 5,500 entities.  During periods of high activity, which lasted up to fifteen minutes each, when there were numerous munition entities in the air, the entity count rose to a sustained 8,300 entities.  Occasionally peak periods had over ten thousand entities, but at these times some simulations began to become overloaded with incoming data.  This illustrates one of the problems with any scheme of interest management: if a particular simulation is interested in enough data at maximum data-delivery rate, that simulation will become saturated despite the best efforts of the interest management software.  As we commented earlier, the key is to avoiding this problem is to segment your exercise as much as possible so this doesn’t occur.

The interest management software in the RGWs had on average 110 predicates in its predicate list.  Very few of them needed to be evaluated for each data item, however, since they were hashed on PDU type, thus only those predicates that applied to a particular PDU needed to be evaluated.  The most common PDU was the Entity State PDU, with the number of predicates dedicated to that no more than 40.  Only very limited use of dynamic interests were used in the JPSD exercise so no figures are available on the cost of dynamically updating the list of predicates.

In terms of PDUs per second handled by the RGW, there was a maximum of 1,800 DIS PDUs per second on a simulation multicast group, with a maximum of 500 inter-RGW PDUs per second being measured.

The JPSD system performance is being further analyzed, and results are expected later in 1996.

Future Work

JPSD plans only minor improvements in the architecture and software implementation of the RGWs.  Easier setup and control, as well as added performance are the primary focus.  Additional work includes better dynamic interest usage, and integration with the ongoing efforts of the DoD High-Level Architecture for Modeling and Simulation.

The Synthetic Theater of War (STOW) Program is attempting to improve upon the JPSD system in a number of ways, primarily by building a standard Simulation Support Framework and integrating it directly to the simulation (ModSAF).  This Infrastructure uses the HLA Run Time Infrastructure (RTI) as the basis for its data transfer mechanism.  The STOW SSF is using an improved version of the JPSD Interest Expression Language, and will be available for testing and evaluation during the first quarter of 1997.  A more detailed implementation of shared state is planned, with further research into the weak consistency memory model described in (Mellon, West, 1995).
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