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ABSTRACT
The STOW system is intended to support the modeling of tens of thousands of platform-level entities in perceptible realtime.  As such, it surpasses the scaling ability of the current DIS protocol.  This paper describes a hierarchical filtering approach currently under investigation to improve the scalability of distributed simulation exercises.  In this approach, multicasting network technology is used as a first-tier filter, where entity state packets are routed only to simulations that might need that data.  Second-tier filters further reduce the incoming entity state data, using local simulation state information to determine relevance.  Second-tier filters are defined by the modeler in a Modeling Interest Language (MIL), which states what values another entity must have before being potentially relevant. Second-tier filters are executed local to the simulation.  First-tier filters are generated automatically from second-tier filters, and are executed by the HLA RTI, preventing non-relevant data from arriving at the simulation host.  Third-tier filters may be defined by the modeler as boolean functions for automatic evaluation by the local infrastructure to further reduce the data set.

1. INTRODUCTION

The Synthetic Theater of War (STOW) program is intended to support Joint Task Force (JTF) level training via platform-level simulation in perceptible realtime.  Tens of thousands of platform-level entities in a single exercise are expected to meet this goal.  

An extended definition of the STOW system may be found in [Aronson, 1996] and the STOW Requirements Document [STOW 1995].  For the purposes of this paper, STOW may be more simply defined as a large number of enhanced ModSAF simulations, linked together for the purposes of JTF-level training.  As the number of expected entities exceeds the level that may be supported via the current DIS 2.x, the STOW system will use a version of ModSAF modified to communicate with the High-Level Architecture (HLA) Run Time Infrastructure (RTI) [DMSO 1996].  As no HLA-defined federation exists for ModSAF users, the STOW program must a priori construct a Federation Object Model (FOM).  Given that ModSAF currently uses DIS as its inter-simulation communication mechanism, it is expected that the STOW FOM will closely resemble the existing ModSAF/DIS model, suitably modified for STOW.

1.1 Achieving Scale via Filtering

It is commonly accepted that the majority of entity state data is not required at all simulation hosts in a large exercise, primarily due to the small size of most sensor radii in comparison to the large size of a battlefield.  It is further assumed that the set of overall entity state data that is required to model a single entity may be predicted in advance by the modeler.  Given these two conditions, it is possible to construct a set of filters to restrict the set of entity state data processed by any given simulation in an exercise.  Note that if these two conditions are not met (as will be the case for some exercises), the intrinsic scalability of that exercise will be extremely limited.

However, a paradoxical problem exists in filtering large volumes of data -- the filters that best reduce the data-set to a manageable level are generally too expensive to run large volumes of data through.  Further, the complexity of very accurate filters restricts the use of remote filter processing (intended to reduce the load of incoming packets to any given host), as complex filters generally contain some reference to internal simulator state, such as current position and sensor status.  Yet some form of remote filter processing is clearly mandatory to prevent each simulation host from being flooded with all entity state data from all other hosts.

1.2 Hierarchy of Filters

The STOW filtering approach is based on a common technique used in many large data-set problems: a staged series of operations will be used to reduce the data-set to manageable proportions.  Each operation will be successively more specific than the previous, and pass the continually reducing data set to the next operation.  It is expected that this approach will remove most entity state data from consideration with inexpensive first order relevance comparisons, only executing more detailed (and thus more expensive) relevance filters on a sub-set of the overall potential entity state data.

A key aspect of this approach is to execute the first order relevance filters in a distributed fashion: any centralized resource has the potential of being swamped by incoming data for filtering.  In the STOW system, the HLA RTI is used as the first order filter.  Note that three assumptions are made. HLA RTI filtering:

· occurs primarily off the data destination host.

· occurs in a distributed, scaleable fashion.  In particular, some form of addressing of data is done before it leaves the data source’s host.

To be effective, it is expected that second order filters will require access to current simulation state, and thus will execute on the simulation host or on a closely-linked secondary processor.  Third order filters (defined as boolean functions by the modeler) by definition execute on the simulation host.

2. STOW Filter Set

STOW filters will be constructed out of a set of interest expressions, defined by modelers for each entity in the system.  Interest expressions define the limits of potentially relevant data.  The STOW infrastructure uses the interest expressions to create and execute filters, thus interest expressions control what entity state data from other simulations is given to each entity in the overall STOW system.  Notional examples of interest expressions include:

“all tanks within 10km of my current position”

“all objects with velocity greater than 10 AND a radar cross-section greater than 20 AND within 10km of my current position”

3. Filter Execution Problem

Given that most interest expressions are based on the current state of an entity, such as position and sensor status, filters must therefore contain portions of the owning entity’s state to determine relevance of other entity state data.  However, first order filters must also be capable of remote execution.  If remote filters contain references to rapidly changing local state data (such as position), there is an unacceptably high cost to continually update the remote filters with new values of local entity state.  This problem is addressed automatically by the STOW infrastructure, which abstracts the quickly changing values used in the model’s interest expression into slowly changing, first order approximations of the original values.  STOW first order filters, which are only required to partially reduce the set of entity state data, are only constructed out of said abstracted values and other relatively static values (such as type or status).  The abstraction process from an interest expression to a first order filter is described below.

4. STOW Filter Classes

Interest management [Mellon, West.  1995] forms the basis of all STOW filters.  The exact syntax of STOW interest expression may be found in [Itkin, et al.  1996].  A summary of the filter types in STOW and their creation mechanism is as follows:

Modeling Interest Language (MIL): MIL is an entity-centric language which uses the terms, classes and attributes of the FOM.  The modeler expresses interest in the overall set of entity state data via MIL statements.  All entity state data arriving at a simulation host must pass a MIL filter before being passed up to the local simulation.  MIL filters are used to further reduce the potentially relevant data brought to the local host by the first order NDL filters (defined below).  MIL filters may use local entity state data in determining relevance (e.g. current position).

Network Discovery Language (NDL): NDL consists of a set of primitives used to define what remote data is required locally. NDL primitives are constructed automatically from the MIL expressions created by the modeler.  NDL primitives only compare relatively static values of an entity’s state, such as type==tank, or status==smoking.  If a MIL expression uses a value known to change rapidly (such as position), that value is automatically translated to a first order abstraction in NDL.  NDL filters are executed by the HLA RTI, and are used to prevent clearly non-relevant data from being delivered to the simulation host.  NDL primitives have the additional feature of being cheap to compute, as they are based on first order abstractions and simple data types. It is expected that little cost will be incurred in a sorted evaluation of all entity state data against NDL primitives.
User-defined functions: the modeler may also define a boolean function to further evaluate the relevance of arriving entity state data (a third tier of filtering).  This function is called by the infrastructure only when arriving entity state data passes an MIL-level filter.

The relationship between filter levels and their results is shown in Figure 1.  In this example, a simple flat-earth battlefield is used, with eleven tanks being simulated.  The modeler for Tank_1 creates an interest expression “all tanks within 10km of Tank_1’s current position”.  The STOW infrastructure translates that interest expression down into the pre-defined first order abstraction for position.  For this example, the first order abstraction for position is done by simply dividing the battlefield in two quadrants, green and blue.  An entity’s abstracted position is thus either ‘in green quadrant’, or ‘in blue quadrant’.  A new value is created (named ‘quadrant’), and the NDL primitives test against that field.  All entity state data which passes that NDL filter is delivered to the required simulation host, where the MIL filter is then run.  


Figure 1: Reduction in potential entity state evaluations via hierarchical filters.

4.1 Additional Filter Execution Notes 

4.1.1 NDL

NDL-level filters (run by the HLA RTI) must be capable of remote execution, and thus are further constrained to be machine independent, as well as local simulation state independent.  As the HLA RTI is already required to be both federation and machine independent, no problems are expected for the STOW system.

The exact mechanism to be used for NDL-level filtering in the HLA RTI has not been formalized.  Comparable mechanisms have been built in similar systems, in particular, RITN and JPSD.  As the HLA RTI is being partially constructed from RITN technology, it is expected that some form of the RITN approach (described below) will be used, although additional experimentation with other approaches may be performed.  See also: [McGarry et al, 1996].

Realtime Information Transfer Network (RITN) [Calvin et al, 1995] was an ARPA-sponsored project to produce a more advanced network technology that would support existing DIS simulations with minimal modifications.  RITN reduces the number of incoming PDUs to any given simulation host via a number of techniques, including dynamic IP multicast group subscription. RITN uses a data-based multicast group scheme, where each multicast group is used to transport data that meets a pre-determined description.  A High-Performance Application Gateway (HPAG) is used to increase the number of apparent available multicast groups via bi-level multicasting.  The largest exercise to date supported with RITN technology was the STOW ED-1A exercise ran in November 1995, with over five thousand DIS entities sustained for three to five minutes.

The Joint Precision Strike Demonstration (JPSD) [Powell et al.  1996] is an Army program focused on increasing the effectiveness of the military’s intelligence and precision strike planning capability when dealing with time-critical targets.  In the JPSD runtime system, simulations state what data is required at their host via interest expressions, which describe the type and values of entity state data produced by other simulations that may be needed locally.  The JPSD Cache Coherence Mechanism (CCM) uses predicates to describe the locally needed data.  Those predicates are sent to the instance of the CCM at all hosts.  The CCM on remote hosts evaluates any changes to entity state data at their hosts against the remote predicate list to obtain the precise list of hosts which require the changed data.  A multicast group may be used to transmit the data, where the group is composed of the hosts who require the data.  This use of multicast is referred to as destination-based multicast.  The largest exercise to date supported with JPSD technology ran in October 1995, with over eight thousand DIS entities sustained for twenty minutes, and peak loading of over ten thousand DIS entities.

4.1.2 MIL

Note that NDL statements to the HLA RTI will bring a subset of the full data set to the local host, but for efficiency reasons, a ‘sloppy’ approach is taken.  By this we mean that more data than is actually required by the model’s MIL statements will be delivered.  The MIL statement provided by the modeler is maintained to further filter the data set before passing it up to the simulation.  Each MIL expression also contains the local entity for which the MIL statement was registered.  This allows an event-driven mechanism to be supported, where only the entity for which relevant data has arrived is notified.

4.2 Further Optimizations

Parallel Execution: Note that considerable intrinsic parallelism exists between the data distribution/acquisition and entity modeling functions associated with each simulation host.  Experiments will be performed in which the portions of the STOW infrastructure responsible for data distribution/acquisition (and thus filtering) will be run asynchronously from the entity modeling functions on a multi-processor shared-memory Unix workstation.  As typical reports of CPU usage for data distribution/acquisition and filtering when large volumes of entity state data is arriving range from 40% and higher [Vrablik.  1996], substantial performance improvements are possible.  Such optimizations may be required for the STOW97 exercise, as the ModSAF models to be used are already CPU-intensive, with additional fidelity being added for STOW97.  Extraction of the intrinsic parallelism without significantly increasing the overhead of the STOW infrastructure will be the focus of the parallelism experiments.

Dynamic Interest Expressions: The initial set of interest expressions for STOW will be static, i.e. the modeler will create a set of interest expressions for an entity at the start of the exercise, but will not modify them over the course of the exercise.  Note that as interest expressions may be relevant to an entity’s current state, interest statements such as “all tanks with 10km of my current position” will result in a continually changing set of data arriving as that entity (and remote entities) move around the battlespace.  Dynamic interest expressions, where the modeler may turn off existing interest statements and create new ones on the fly is expected to be in place before STOW97.  This allows the modeler to further reduce the set of incoming entity state data, based on local state changes such as disabled sensors.
Interest Unification: NDL-level filters are unified by the local host infrastructure before being passed to the RTI.  This is to exploit any locality of reference for the local simulation -- if any two entities’ interest expressions map to essentially the same NDL primitives, there is not need to make two calls to the RTI.  This case is expected to be quite common in STOW, as adjacent battlefield units will be mapped to the same ModSAF host wherever possible.  Given that platform entities from the same unit tend to be in the same geographic area, and that NDL primitives are based on first order abstractions for values such as position, it is likely that entities in close proximity will have the same NDL primitives generated.

Variable Resolution: Note that some entity models have very wide viewing areas (e.g. Plan View Displays).  These tend to defeat filtering schemes based on relative positions, as many entities will fall within the sensor radius.  However, such sensors also tend to have limited resolution: they may ‘see’ many entities, but only to a resolution of +/- X.  This feature may be exploited in filtering mechanisms by only sending data to such entities when it changes by ∆X.  Thus while a large number of entity states are required, the resultant burden in keeping the entity states up to date at that host is lowered.  This topic (and the related dead reckoning issue) will be addressed further in subsequent work, based on the approach outlined in [Mellon, West.  1995].

5. Filter Reuse

The reuse of STOW filter technology is expected to be quite high.  The STOW MIL syntax and resultant filters are generic in nature.  The STOW MIL terms (from which filters are automatically constructed) is based on the Federation Object Model (FOM), as defined by the HLA.  FOMs that are substantially different would require new MIL terms to be created.

While lower-level NDL filters are still based on a FOM, they are expected to be completely reusable.  The exact mechanism by which FOM terms are made accessible to the HLA RTI has not yet been published.  
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